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DISP is a practical client-server protocol for the distributed storage of immutable data objects.
Unlike most other contemporary protocols, DISP permits applications to make explicit tradeoffs
between total storage space, computational overhead, and guarantees of availability, integrity, and
privacy on a per-object basis. Applications specify the degree of redundancy with which each item
is encoded, what level of integrity checks are computed and stored with each item, and whether
items are stored in an encrypted format. At one extreme, clients willing to pay the overhead are
guaranteed privacy, integrity, and availability of data stored in the system as long as fewer than
half the servers are Byzantine. At the other extreme, objects that do not require privacy or in-
tegrity in the face of Byzantine servers can be stored with very low computational and storage
overhead.

DISP is efficient in terms of message count, message size, and storage requirements: even in the
worst case, the read and write protocols require a number of messages that are linear with respect
to the number of servers. In terms of message size, DISP requires transferring only marginally
more than L bytes to correctly read an object of size L, even in the face of Byzantine server failures.

In this article we provide a description of DISP and an analysis of its fault-tolerant properties.
We also analyze the complexity of the protocol and discuss several potential applications. We con-
clude with a description of our prototype implementation and measurements of its performance on
commodity hardware.

Categories and Subject Descriptors: H.3.4 [Information Storage and Retrieval]: Systems and
Software—Distributed systems; Performance evaluation; C.4 [Computer Systems Organiza-
tion]: Performance of Systems—Fault tolerance

General Terms: Reliability, Design

Additional Key Words and Phrases: Distributed data storage

1. INTRODUCTION

This article describes DISP, the Distributed Information Storage Protocol.
DISP manages the storage of immutable data objects by distributing the
responsibility for storing each object among a set of autonomous and indepen-
dently functioning servers. Although DISP does not implement mutable data
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objects, it does support versioning—there may be any number of versions of
each data object, and all versions are accessible. DISP does not provide a file
system interface, although it may be used as the storage manager for a file sys-
tem based on immutable storage in much the same way as Venti [Quinlan and
Dorward 2002], Centera [EMC 2003], OceanStore [Kubiatowicz et al. 2000],
and CFS [Dabek et al. 2001].

A key aspect of DISP is that it is parameterized. Rather than being a single
protocol tuned for one class of application, it is a family of protocols that may
be used for many. DISP permits its users to trade aspects of fault tolerance
for efficiency, performance, and convenience by allowing them to specify the
desired levels of availability, integrity, and privacy on a per-object basis.

DISP is practical because it is simple to describe, easy to implement, and
makes reasonable assumptions about the capabilities of the client and server.
DISP is efficient in terms of network traffic. Even in the presence of failures,
the protocol requires transferring only marginally more than L bytes in order
to read a data object of size L. Data objects stored with privacy enabled are
stored and transferred in an encrypted form; compromise of the network or a
server reveals none of the data. DISP is also able to ensure integrity of the data
so that it can be retrieved correctly even when servers have been compromised.

DISP is novel in two ways. First, it requires no server-to-server or
client-to-client communication to perform reads or writes. In ordinary oper-
ation, the only communication is between clients and servers. Protocols that
require server-to-server communication in order to achieve consensus or agree-
ment require a number of messages that are quadratic with respect to the num-
ber of servers—as the number of servers grows, the communication overhead
and complexity of such protocols become daunting. In contrast, the upper bound
on the number of messages required by each DISP operation is proportional to
the number of servers, even in the worst case.

The second novel aspect of DISP is its simplicity. DISP sacrifices some func-
tionality and a small degree of performance and fault tolerance in favor of sim-
plicity and ease of implementation. Other systems address many of the same
issues as DISP and share some of its characteristics, but use protocols and en-
coding schemes that are significantly more complex [Alon et al. 2000; Garay
et al. 2000]. Although these systems have desirable properties, we believe that
their implementation would be substantially more complex than that of DISP.

DISP is scalable because most of the computation required by the protocol
is performed by the clients. We envision that clients will greatly outnumber
servers, and, therefore, DISP is designed to minimize the amount of per-client
overhead and computation required by each server.

The rest of this article is organized as follows. Section 2 defines the ba-
sic DISP protocol without integrity or privacy guarantees. The full protocol
is described in Section 3. Section 4 provides a proof that the protocol tolerates
Byzantine client or server failures and discusses Byzantine attacks that involve
cooperation between a writer and one or more Byzantine servers. Section 5 de-
scribes further extensions to DISP that allow DISP servers to self-repair lost or
corrupted data. Section 6 discusses the efficiency of DISP, and Section 7 gives
example applications. Section 8 describes our implementation and benchmarks
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its performance. Section 9 discusses related work and Section 10 lists our con-
clusions.

2. AN OVERVIEW OF DISP

In this section we begin by discussing the properties of DISP and listing our
basic assumptions. We then introduce the central ideas of DISP by giving a sim-
plified version of the protocol. The fault-tolerant extensions to these protocols
are discussed in Section 3.

2.1 Overview and Assumptions

DISP is based on the INDIA protocol [Ellard et al. 1997], which in turn is based
on ideas from Rabin’s description of possible applications of the Information
Dispersal Algorithm (IDA) [Rabin 1989]. IDA uses an erasure code (also known
as a forward error-correcting or M-of-N code) based on polynomial interpolation
to encode the data as a set of mutually redundant shares which are dispersed
to different locations for safe storage.

DISP is a client-server protocol. All of the data are stored on the servers. Each
data object is managed by a set of DISP servers called a domain. Each domain
has a minimum size of one host, and a maximum size that is defined when the
domain is created. A typical domain contains between three and sixteen hosts,
but there is no set limit. Each domain may support any number of clients. To
simplify the description of our protocol, we describe it in terms of messages
between a single client and the servers of a single domain, and we assume
that the set of servers that comprise this domain is known a priori by the
client.

We assume that server domains are reasonably stable, and therefore, the
challenges faced by systems constructed from transient servers are attenuated
[Rhea et al. 2004]. In contrast to most P2P systems, which are designed to
completely virtualize the identity of servers through a layer of routing, DISP
clients use a simple routing protocol to locate servers—all hosts that are servers
in a DISP domain are given a DNS alias, based on the domain name, and clients
discover the identities of servers in a domain via Secure DNS. DISP is optimized
for the case where servers are available and behave correctly, although we do
not require that this is always true.

DISP clients are not dedicated to the system and may enter and leave the
system at any time. The sets of client and server machines may overlap. Servers
may belong to more than one domain. The current protocol does not permit
servers to be write-clients for their own domain, however, because allowing a
single entity to play the role of both write-client and server introduces failure
modes that would significantly complicate the protocol.

We assume that there exists a secure network infrastructure that allows
participants in the protocol to perform mutual authentication and establish
encrypted communication channels. We also assume that each server is able
to sign messages in a manner that may be verified by any client or server.
Clients are granted access to read and write objects based on their identity;
each server can verify the identity of each client and determine whether it has
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the authority to perform each action it requests. Clients may also require that
servers authenticate themselves before the client makes a request.

2.2 The Information Dispersal Algorithm

The underlying representation scheme used by our system is Rabin’s Informa-
tion Dispersal Algorithm (IDA) [Rabin 1989]. The IDA coding scheme is analo-
gous to the coding scheme used in RAID-5, where enough data to fill M disks
can be encoded and stored on M + 1 disks in such a way that the data can still
be reconstructed if any single disk fails. The essential difference between IDA
and a typical RAID coding scheme is that most RAID codes can tolerate the
loss of only one share of the data. IDA uses a more general scheme that per-
mits the construction of an arbitrarily large number of distinct shares. We will
use (M , N )-IDA to denote an IDA code for which as many as N shares may be
created for any data object, and any subset of M of these shares are sufficient
to reconstruct the original data.

An (M , N )-IDA code has two properties that are important to our protocol:

(1) If the original data has size L, then each share of an (M , N )-IDA encoding
of the data has size L/M .

(2) An (M , N )-IDA code exists for any N = pn (where p is prime and n ≥ 0)
and 1 ≤ M ≤ N .

Since each IDA share has size L/M , and M shares are necessary to recon-
struct, the total size of the IDA shares needed to reconstruct an object of size L
is M (L/M ) = L. If M is 1, then the IDA code degenerates into simply mirroring
the data N times. (N − 1, N )-IDA codes are analogous to parity or checksum-
based codes such as those typically used by RAID. The benefit of IDA comes
when we desire N to be larger than M + 1; it is possible to construct an IDA
code with any desired degree of redundancy.

We assume throughout our description of the protocol that S is the number
of servers and that the (M , N )-IDA code used by the clients is chosen to ensure
that N ≥ S in all cases. For notational convenience we use (1, ∞)-IDA to in-
dicate a simple replication scheme (where each share is a copy of the original
data).

2.3 The Basic Write Protocol

The DISP write protocol consists of three message exchanges, the latter two of
which closely resemble a two-phase commit protocol initiated by the client:

(1) The writer sends a request for a WriteHandle to a server. The request spec-
ifies the name of the object and other attributes (such as its owner, group,
and permission modes) and the IDA code that will be used to represent
the object. The request also includes a nonce provided by the writer and
the security parameters that control parts of the protocol related to fault
tolerance. These parameters are discussed in Section 3.

If the request is successful, the server returns a WriteHandle to the client.
The WriteHandle contains the parameters of the original request as well as
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the identity of the writer and a DISP Object ID (DOID) for the new object.
The DOID includes the name of the object, the identity of the writer, a
server-assigned object number, the IDA code requested by the writer, a local
timestamp, a nonce provided by the writer, and the values of the security
parameters.

(2) The client prepares S unique shares of the object and sends the Write-
Handle and one share to each server in the domain. (An exception to the
requirement that shares be unique is permitted when an (1, ∞)-IDA code
is used.)

The server checks that the WriteHandle and its contents are valid, that
the user has the proper authority to use the WriteHandle, and that the user
has not exhausted its storage quota on that server. If valid, the server stores
the share and acknowledges its receipt.

(3) The client sends a request (which includes the WriteHandle) to each
server to commit the share. Each server acknowledges when its share is
committed.

Note that the choice of the IDA encoding and security parameters is
made by the writer. All DISP servers must accept shares that use any en-
coding and valid combination of security parameters included in the DISP
specification.

It is essential that the choice of server in the first step of this protocol is
arbitrary. A WriteHandle signed by any server in the domain will be honored
by any other server in that domain. Therefore, if any server that the client
chooses is unavailable or incapable of granting a WriteHandle, the client may
try another.

It is also important that the WriteHandle and DOID are transparent, so
that the client can verify that the WriteHandle it receives in the first step
corresponds to the object it requested. It is also essential that the WriteHandle
contain the name of the client and be signed by the server. Because each party
authenticates each communication, servers only accept shares from the client
that was granted the WriteHandle. A side-effect of this rule is that WriteHandles
are usable only by a single client; they may not be delegated or shared between
clients.

A client may attempt to subvert the protocol by requesting a WriteHan-
dle with invalid attributes (such as ownership by a different client). A correct
server checks the credentials of the client and will only create a WriteHandle
with the valid attributes. However, if the server is incorrect and does not check
the credentials of the client, then this does not mean that the client is able to
use the resulting WriteHandle to create incorrect shares on any other servers.
Correct servers only accept WriteHandles that contain correct credentials and
attributes that are valid for the client attempting the write. Each server can
check the signature of the server who granted the WriteHandle to ensure that
it has not been altered, and since clients must authenticate themselves to each
server to which they write shares, each server can verify that the client at-
tempting to use the WriteHandle is indeed the client to which the WriteHandle
was granted.
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In addition to preventing simple forgeries by the clients, the basic write proto-
col is also resilient against several kinds of misbehavior among the servers. For
example, the server contacted in the first step may refuse to grant a WriteHan-
dle, attempt to delay the client by responding slowly, or return a WriteHandle
for an object with different attributes than requested. In the last situation, the
client can detect an inappropriate WriteHandle by inspecting the WriteHan-
dle to check that it matches the request. In all three situations, the client is
free to repeat the request or try a different server. A correct server will respond
promptly with a WriteHandle, and any WriteHandle created by a correct server
will be accepted by all other correct servers. In the worst case, the client might
not discover that the WriteHandle is invalid until its attempts to write shares
to other servers are rejected.

A server cannot prevent a client from creating an object by creating an object
with the same DOID (possibly with different attributes or different data). It may
create an object with the same name, but because each DOID is marked with
both the identity of the writer and contains a nonce provided by the writer, the
server cannot create an object with the same DOID unless the client reuses a
nonce. Since no correct server will accept shares from a client other than the
client named in the DOID and WriteHandle, the server cannot forge shares of
the object and send them to other servers; the worst it can do is corrupt its own
shares of objects.

2.4 The Basic Read Protocol

The DISP read protocol consists of the two steps:

(1) The client sends a request to a server, asking for the DOIDs of objects of the
given name for which the server has a share. The server returns a list of
DOIDs corresponding to objects for which it has a complete and committed
share and which the client is authorized to read.

(2) The client chooses a DOID and sends it to M of the servers, and each server
replies with its share of the corresponding object. As soon as M shares have
arrived, the client reconstructs the object.

Note that objects are created by name but shares may only be referenced
via their DOID because it is possible for different versions of an object to share
a name. When this happens, each server will return a list of all of the DOIDs
that match the requested name and for which the client has authorization to
read. It is the responsibility of the client to select the DOID of the version of the
object it wishes to access. DOIDs do not change and, therefore, may be cached
on the client or shared between clients.

It may happen that a server does not respond quickly or does not possess a
share of the object that the client desires. In either case, the client may poll the
other servers in the domain until it either finds sufficient shares to reconstruct
the object, or discovers that no such object exists.

Note that DISP does not ensure that all concurrent observers of the system
will see the same state. If two readers are able to access the object with a
particular DOID, then they will both observe the same value for that object.
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However, it is not necessarily the case that two readers will be able to see the
same set of objects. Even in the absence of faults, if two readers concurrently
request DOIDs from different servers, they may receive different responses if
the servers have not seen the same set of commit messages, or if one of the
servers is in the process of recovering from a fault. Clients may use an external
protocol to coordinate their accesses if they require complete consistency.

3. ENSURING DATA INTEGRITY AND PRIVACY

Using the basic write protocol described in the previous section, the client will
be able to write an object using an (M , N )-IDA code if at least M servers are
available and correct. Similarly, the basic read protocol tolerates fail-stop fail-
ures if the number of available servers does not fall below M . Unfortunately,
the basic read and write protocols do not ensure the integrity or privacy of the
data or tolerate Byzantine failures.

In this section we describe optional pieces of the DISP protocol that ensure
integrity and privacy of the DISP shares. These pieces of the protocol are op-
tional because (as we demonstrate in Section 8) they significantly increase the
computational overhead of the protocols. As we will describe in Section 7, there
are applications of DISP where encryption and/or strong integrity guarantees
are not worth this cost.

3.1 Ensuring Integrity via Check Vectors

In the basic protocol, a client reading an object must trust that the shares
returned by each server are identical to the shares that were written, and
that those shares are mutually consistent. If one server returns a share with
modified data, the client has no way to detect this modification. To compound
this problem, IDA shares are malleable and, therefore, a Byzantine server can
alter the reader’s view of the data in a predictable manner.

One common approach to the problem of data integrity uses digital signa-
tures. In the context of DISP, the writer could sign each share it creates, and
the reader can later verify the signature of each share. This method is well-
suited for applications with a small number of readers and writers, but does
not scale gracefully because of the problems associated with key management—
particularly those associated with key revocation. As a general design philos-
ophy, we avoid the use of signatures as a method to protect long-term data
integrity. (We use signatures to protect messages and WriteHandles, which are
ephemeral, but not to protect long-lived data.)

Instead of signatures, we use an approach based on the idea of check vectors
from the Secure Information Dispersal Algorithm (SIDA) [Krawczyk 1993]. We
use a cryptographic hash function to compute a check vector consisting of the
fingerprints for every share of the object, and then store the check vector with
every share. Note that this increases the size of each DISP share because each
share now contains S fingerprints. This overhead is described in more detail in
Section 6.1.

Let Q be the size of an integrity quorum. If Q (or more) shares contain the
same check vector and the fingerprint of each share matches this check vector,
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then we trust that this set of shares is correct. We then modify the second step
of the read protocol as follows:

(1) Loop:
(a) While the size of the largest set of identical check vectors is less than

Q , gather check vectors. The value of the largest set of identical check
vectors is the candidate check vector. If a candidate check vector of size
Q cannot be found, then fail.

(b) Gather shares from the servers until M shares matching the candidate
check vector have been found. If M can be found, then exit the loop.
Otherwise, discard the candidate check vector and continue.

(2) Reconstruct the object from the M shares that match the candidate check
vector.

If the reader cannot gather Q consistent shares, then it cannot guarantee
integrity. In the current protocol, this results in a failed read, but it could also
result in the reconstruction proceeding with a caveat.

If there are S servers and F missing or incorrect shares, then if S ≥ Q + F
and Q > F , the reader will be able to find the correct value of the check vectors,
and if S ≥ M + F , then the reader will be able to find M matching shares and
reconstruct.

One drawback with this approach, as described above, is that the reader must
transfer a corrupt share in its entirety before it can compute its fingerprint and
determine whether or not it is corrupt. To bound the amount of information that
can be invalidated by a single error, we use a block-oriented variation of SIDA.
This makes it possible to isolate errors and reduces the maximum amount of
corrupt data that can be downloaded by a reader to a single block per-error. A
Byzantine server can still cause the reader to do extra work by adding errors
to many blocks of its share, but the client is also free to choose which servers it
uses to download each block, and, therefore, can adapt to this situation by pre-
ferring to gather shares from servers that have not recently provided corrupted
blocks.

3.2 Ensuring Privacy via Keyless Encryption

In the basic protocol, the writer must trust that the server does not share infor-
mation about its stored objects with unauthorized parties. This is a very strong
assumption. Even servers that behave correctly and are physically secure when
they are part of the system may divulge their secrets if an attacker can access
their backups or discarded storage disks [Garfinkel and Shelat 2003].

The general solution to this problem is to ensure that the data is always
encrypted before it reaches the server storage. Unfortunately, implementing
this is nontrivial for a large-scale system for reasons similar to the problems
of signatures: the decryption key may be lost, or it may be compromised. In the
first situation, the data cannot be recovered. In the second case, the data may
be revealed to an unauthorized party. The compromised key must be revoked
and the data reencrypted with a new key, which authorized readers must then
discover.
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One method to conceal the data without using shared keys is to replace IDA
with Shamir’s secret-sharing scheme [Shamir 1979]. In this context, Shamir’s
method for sharing secrets is essentially to pad the data with randomly selected
values, and then use a variation of IDA to encode the result. Each resulting
share reveals no information whatsoever about the value of the original data.
Unfortunately, the amount of padding required is prohibitive. Each of the re-
sulting shares is the same size as the original data, so the total size of the shares
needed to reconstruct an object will be M times larger than the object.

We employ a very different method, which we call keyless encryption because
the data is encrypted but the clients do not need to know the keys in order to
read an object. Our method is similar to that introduced by Krawczyk [1993]
and refined by Garay et al. [2000].

We encrypt the data with a randomly selected key κ before creating the
shares, and encode κ with a (K , N )-IDA code to create the key shares. K is
the size of the key quorum. We then store the key shares with the shares of the
encrypted data. The key is of sufficient length that even if K −1 key shares are
known, the remaining key space is large enough to provide the equivalent of a
strong key.

During the read protocol, the client obtains K key shares and M data shares.
The client can reconstruct κ from the key shares and the encrypted form of the
data from the data shares, and then use κ to decrypt the data.

An important detail of this protocol is that the key shares must be protected
by the same integrity checks as the data—it does no good to ensure the integrity
of the data if the decryption key might be corrupted. To accomplish this, DISP
computes the check vector by computing the fingerprint of each share of the
encrypted data concatenated with each share of the key.

4. BYZANTINE FAULT TOLERANCE

In this section, we discuss the fault-tolerant properties of DISP. The most im-
portant property is that DISP tolerates Byzantine server failures. If the clients
execute the read and write protocols correctly, and at least half of the servers
are correct, the clients will be able to read and write successfully.

The assertion that DISP requires only a majority of correct servers to tol-
erate Byzantine server failures may seem surprising in light of the general
result that 3F + 1 servers are necessary to achieve Byzantine agreement by
any deterministic protocol, if F of the servers are Byzantine. The crucial differ-
ence is that our goal is not for the servers to reach agreement—our requirement
is that two observers of the system (i.e., a writer and a reader, or two readers)
agree on the value of objects stored within the system.

4.1 Assumptions and Definitions

We assume that Byzantine processes are computationally limited. It is in-
tractable for them to forge authentications, decipher messages sent over secure
channels, or find collisions in the fingerprinting function.

In our discussion, we treat all failures as server failures. Because we are
interested in the system from the perspective of the client, we assume that a
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network failure that prevents correct communication between a client and a
server is indistinguishable from a Byzantine failure of the server.

We also assume that the system is synchronous; a correct entity will always
respond to a message within a finite and predictable length of time δ. Because
DISP messages may be of different lengths, δ is not simply a constant, but
instead it is a function of the length of the messages and the expected transfer
rate. We also assume that the underlying RPC layer permits message receipt
to be aborted in the midst of transfer. For example, if a client is expecting
a server to send it a message containing a kilobyte of data, and the server
instead responds by attempting to send a message containing a terabyte of
data, the client will abort the transfer rather than waiting for the transfer to
complete.

Let S represent the number of servers in the domain, and F represent the
number of these servers that are Byzantine. We assume that objects are written
using an (M , N )-IDA code with an integrity quorum of size Q and a key quo-
rum of size K . Let C be the minimum number of correct servers necessary to
ensure successful execution of the protocol. C is the maximum of M , Q , and K
because a client cannot read an object unless it can acquire at least M shares,
Q check vectors, and K key shares. It follows that S ≥ C+ F because otherwise
the protocol will require proper execution by at least one of the F Byzantine
servers.

Recall that the choice of C for any particular object is made by the clients.
For example, a writer is free to create an object that is not protected by check
vectors, redundant shares, or encryption, and the reader is free to ignore the
check vectors of objects that have them. In this section, however, we will assume
that both the writer and reader desire fault tolerance and chose the protocol
options that provide maximum fault tolerance, and that C = M = Q = K .

4.2 Tolerating Byzantine Servers

DISP clients are able to correctly read and write objects despite as many as F
Byzantine failures among S servers, if C > F and S − F ≥ C. Correct servers
must outnumber Byzantine servers, and the number of correct servers must be
at least C, the minimum number required to follow the protocol. Therefore, the
minimum number of servers required to tolerate F Byzantine servers occurs
when C = F + 1, and S = 2C − 1 = 2F + 1.

To prove that DISP can tolerate Byzantine failures among the servers, we
begin by proving three related lemmas:

LEMMA 4.2.1. If F < C and F < S −C, then a correct client can successfully
execute the DISP write protocol to write a new version of object α.

PROOF. The first step of the protocol is for the client to obtain a valid Write-
Handle from a server. If α does not exist, then any correct server will respond
with a valid WriteHandle to create a new version of α. If there is at least one
correct server, this step will succeed, although it may require contacting as
many as F + 1 servers in order to obtain a valid WriteHandle.
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The client can inspect the WriteHandle and verify that it corresponds to
the object it wishes to write. The property that the WriteHandle and DOID
contain fields that contain the identity of the writer (as well as other fields
specified entirely by the writer) ensures that Byzantine servers cannot trick a
writer into attempting to reuse a DOID, or trick more than one correct writer
into using the same WriteHandle or DOID. This is a key aspect of the protocol
because it eliminates the need for servers to agree which of two (or more) writers
attempting to write the same version of the same object should be permitted to
succeed: each WriteHandle is identified with exactly one writer and no correct
writer would attempt to use the same WriteHandle more than once.

No correct server will accept shares associated with an invalid WriteHan-
dle or for a DOID for which it already has accepted shares. If the client can
successfully store at least C = F + 1 shares in the second step, then the Write-
Handle must contain a unique DOID because it has been accepted by at least
one correct server. The writer must send shares to all of the servers in order to
guarantee that at least C correct servers receive shares.

After sending the shares to the servers, the writer waits for acknowledgments
that the shares have been received. The writer must wait until it receives all S
acknowledgments, or time δ has passed since it sent the last share—it cannot
simply wait until it has C acknowledgments, because as many as F of the
acknowledgments might be from Byzantine servers. Because we assume that
all correct servers will respond in less than time δ, at least C correct servers
will acknowledge by that time and the protocol will complete.

LEMMA 4.2.2. If F < C and F < S−C and a correct client has written object
α, then a correct client will read the correct value of α.

PROOF. If α was written correctly and there is at least one correct server,
then a reader will be able to discover the DOID of α. In the worst case, the reader
might have to request the DOID from F + 1 servers before it finds a correct
server. The client can verify that the DOID corresponds to α by examining its
contents.

Once the reader has the DOID, it can request shares from the servers until
it has gathered Q = C shares whose check vectors are identical and match
M ≤ C of the shares it has gathered. This step will succeed because if the
object was written correctly, then correct shares of the object must be present
on at least C servers, and all correct shares will have identical check vectors that
match the corresponding shares. A set of F Byzantine servers cannot create a
self-consistent set of C check vectors if F < C, nor can a server corrupt the
data in its share without being detected unless it can find another share value
with the same fingerprint, which we assume is computationally intractable.
Therefore, the reader will be able to identify correct shares, gather M of them,
and reconstruct the original object.

The next lemma states that if all writers are correct, then no subset of F
or fewer servers can either create a new object or conspire to misrepresent the
value of an existing object. In order for an object to be read, it must first have
been written.

ACM Transactions on Storage, Vol. 1, No. 1, December 2004.



82 • D. Ellard and J. Megquier

LEMMA 4.2.3. If F < C and F < S − C, and all writing clients are correct,
then a correct client cannot read the value v of object α, unless v was the value
written for α.

PROOF. Correct servers do not create WriteHandles for or accept shares from
a server within their own domain, so it is not possible for F Byzantine servers
to store more than F shares of an object (by storing one share on each Byzantine
server). If only F shares are stored and F < C, then the read protocol cannot be
satisfied and the object cannot be read by a correct client. Therefore, a correct
client will never read an object created by a Byzantine server.

The proof of the rest of this lemma is similar to that of Lemma 4.2.2: if an
object was written by a correct writer, than a set of F servers will not be able to
create a set of C consistent shares if C > F , because at least one of the shares
will be correct and contradict the incorrect shares.

Equipped with these lemmas, we may now formalize and prove our original
statement:

THEOREM 4.2.1. If F < C and F < S −C, then a correct client will be able to
read the value v of object α, if and only if a client wrote v as the value of object α.

PROOF. This follows immediately from Lemmas 4.2.1, 4.2.2 and 4.2.3: a
writer will be able to write an object, and correct readers can read the value of
an object, if and only if that value was written for that object, and the value
read will be the value that was written.

4.3 Tolerating Byzantine Writers

In the previous section, we assumed that all clients follow the protocol correctly.
In this section we consider the effect of Byzantine writers.

Because the servers do not communicate with each other during the write
protocol, it is possible for a writer to create shares that appear valid to a server
(because the check vector for the share agrees with the share), but which may
contradict or be inconsistent with other shares provided to other servers. Be-
cause the protocol does not provide a way for servers to confirm that the writer is
not Byzantine, they are required to trust the writer—if the writer is Byzantine,
then they are, in effect, Byzantine because they speak for the writer. A single
writer can create and store more than F invalid shares.

A Byzantine writer can create objects that cannot be reconstructed (because
the check vector for the share does not agree with that of the shares stored
on the other servers). In this manner, a writer may waste server resources
by storing objects that cannot be read. This problem is not unique to DISP,
however—there is nothing in any storage protocol that prevents a writer from
writing gibberish until it reaches its quota (or the disk is full).

A more important problem is to ensure that each object has a single value ob-
served by all readers. We have already shown that this cannot occur if Q > S/2,
and the write protocol is executed correctly. It is also impossible if the servers
are correct and only the writer is Byzantine, using the same reasoning: the
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writer may create shares corresponding to different values, but if Q > S/2,
there can be at most one subset of size Q that is self-consistent.

4.4 Ensuring Single-Value Reads When Byzantine Writers and Servers Collude

A more difficult case is when the writer and one or more of the servers are
Byzantine. Consider a system consisting of three servers sα, sβ , and sF . Servers
sα and sβ are correct, but sF is Byzantine. The writer sends a share of α to sα,
a share of β to sβ , and sends shares of both α and β to sF . If a client attempts
to read the object, the result will be α, if the Byzantine server responds with
its share for α, or β if it responds with its share of β. (The question of what
happens when sF responds with an invalid share or does not respond at all is
discussed in Section 4.5.)

Within the general framework of DISP, we can prevent multiply-valued ob-
jects with an additional check to the read protocol to confirm that there is only
one possible construction. As illustrated in the example above, this requires
more than that a majority of the check vectors simply agree—we must ensure
that there is only one such majority possible, even if F of the servers can present
different shares to different readers. This is not possible without increasing the
number of servers to greater than 2F +1, and so we do not discuss this approach
further (although it might be practical in some contexts).

The DISP protocol may be extended, however, to prevent multiply-valued
objects without requiring additional servers. Our approach is based on that
used in the earlier INDIA protocol [Ellard et al. 1997], as well as the more
recent PASIS protocol [Goodson et al. 2004a]. We allow the writer to include
a fingerprint of each share as part of the DOID, providing, in effect, a single
check vector for the entire object (in contrast to the ordinary DISP check vectors,
which contain the fingerprint of only a block of the shares of an object). If the
DOID contains the fingerprint of the shares, then the reader may discard shares
whose fingerprints do not match.

We make this step optional because it may be impractical for the writer to
compute this fingerprint. In addition to the extra computational overhead, the
writer must know the entire contents of the object and compute all of its shares
before being able to request a WriteHandle.

4.5 The Impossibility of Preventing Read-Deniability When Byzantine Writers
and Servers Collude

A more fundamental problem that occurs when both writers and servers are
Byzantine is that a writer can collude with a server to create an object that
cannot be read without the cooperation of the Byzantine server. We call this
failure read-deniability. There is, unfortunately, no defense against this situa-
tion unless the servers can detect and correct inconsistent shares. If the writer
is entirely responsible for the contents of each share, then it can make as many
servers appear to be Byzantine as it wishes, and if it cooperates with one (or
more) of the servers, then it can make the number of Byzantine servers appear
different to different readers. This is not a problem that is specific to DISP,
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but instead is a property of any protocol that specifies that correct servers are
constrained to simply echo the values given to them by a writer, as shown in
Theorem 4.5.1.

THEOREM 4.5.1. If the value returned by a correct server for a read request
is defined entirely by the writer, then any read protocol that requires a fixed
number of valid responses is susceptible to read-deniability if the writer and one
server are Byzantine.

PROOF. Let C be the number of valid responses required. The Byzantine
writer can construct C − 1 valid responses and S − C invalid (or inconsistent)
responses, and then send these to non-Byzantine servers. The writer can also
create one additional valid response and send it to the Byzantine server.

A reader needs C valid responses in order to reconstruct the object, and
there are only C valid responses in the system. Therefore, a reader can only
execute the protocol if the Byzantine server permits it to do so by supplying its
response.

5. INCREASING FAULT TOLERANCE VIA SELF-HEALING

As described in earlier sections, a DISP object can tolerate F server failures
during its lifetime. In this section, we discuss methods to increase the fault
tolerance of the system so that a DISP object can tolerate a larger number of
failures, if the number of concurrent server failures is always fewer than F .
In order to achieve this goal, the system must possess the ability to repair the
effect of failures and thereby prevent these effects from accumulating.

In this section, we assume that servers that fail or exhibit consistently
Byzantine behavior will be detected and repaired. This assumption is not
strictly necessary to achieve our goal of tolerating F concurrent failures, but is
necessary for the system to achieve longevity. Each domain has a fixed maxi-
mum number of servers, so if servers continually fail but are not repaired, then
the system as a whole will eventually fail due to a shortage of correct servers.

5.1 Reconstructing Missed Writes

If one or more of the servers experiences a failure during a write, there may be
fewer than C + F servers available to participate in the protocol. In this case,
we can repair the system by making sure that the servers that failed, or did not
participate in the write, are given shares of the object as part of their recovery
from the failure. Note that we treat the addition of a server to a domain as a
special case of this kind of error—adding a new server to a domain uses the
same procedure as repairing a server that has never successfully received any
write messages.

A straightforward protocol to ensure that each server has shares of all ex-
isting objects is for each server to periodically poll all of the other servers in
its domain to see if they have committed shares of any object for which it does
not. For each such object, the server reads shares of the object from the other
servers (using the protocol described in Section 2.4), constructs its own share
of the object, and adds this share to its repository.
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This protocol is impractical if the domain contains a large number of objects.
An optimization is to have each server in a domain keep a journal of each write
it has performed and permit other servers to request a copy of the portion of the
journal that is newer than a given log entry (which will ordinarily be the most
recent log entry that they have already received from that server). A complete
listing of objects in the system is only necessary in the case of a local server
error (such as the loss of committed shares from local storage).

A key question is if and when each server should poll to see whether it has
missed events, or whether it can reliably detect errors in other ways. If a server
is aware that it has suffered an internal fault then it can recognize, during its
repair, that it may have failed to receive some messages. Similarly, if the server
receives requests for DOIDs for which it does not have shares, then this may
indicate a gap in the local repository. This heuristic may fail, however, because
clients are free to choose which servers they use and, therefore, if a server is
connected to the clients via a slow or unreliable link, the clients may choose to
ignore this server unless there is no other way to contact a sufficient number
of servers.

A related heuristic is for clients to inform servers when they appear to be
missing shares and to provide resources to facilitate the repair. This approach
is used in PASIS [Goodson et al. 2004a], a system quite similar to DISP. When a
client performs a read, if any of the servers from which it had requested shares
were unable to provide valid shares, then the client computes the missing shares
and sends them to the corresponding servers.

The underlying problem with these approaches (or any other opportunistic
or optimistic heuristic) is that there is no limit to how long a failure can endure
in the system before it is detected and removed—lost shares of idle objects
will not be noticed or repaired. The longer a failure remains in the system, the
more likely it is to exist concurrently with other failures and that the maximum
number of survivable concurrent faults will be exceeded.

Detecting that a share is corrupted is more complex than detecting that
it is absent. Random errors caused by media failures are easy to detect if a
fingerprint of each share is recorded along with each share. A Byzantine server,
however, can corrupt the value of the share and then compute and record a new
fingerprint for the share. In this case, the only way to detect that a share has
been corrupted is by comparing the check vector of the local share with the
vectors from other servers.

For maximum fault tolerance over the long term, all servers must periodically
compile and publish a list of shares that they hold to enable other servers
to detect missing shares. Similarly, they must have a way to cross-check the
check vectors of each others shares in order to detect corrupted shares. If our
assumptions about the reliability characteristics of the servers that make up a
domain are satisfied, this procedure will not be required frequently, but it is a
potentially costly procedure and, therefore, worth further investigation.

Our current repair system uses a single client to compile the list of shares on
each server and compute the union of all of the lists of objects for which shares
appear on at least C servers (where C may be different for different objects),
and then send the difference between the union and the set of each server to
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that server. Each server then does a read of each object and computes its own
share.

Note that the client may be Byzantine, but that this does not introduce new
errors into the system. A Byzantine client may allow existing errors to per-
sist (by not reporting missing shares) but it cannot remove valid shares from
servers or cause the creation of invalid shares. Since the servers use the ordi-
nary read protocol to construct their own shares of each object under repair,
they will either create correct shares or fail if the object is already irretrievably
lost.

5.2 Preserving Privacy During Repair

One aspect of the encryption method described in Section 3.2 is that a writer
does not need to trust that each individual server will keep its data private.
If K is the number of shares necessary to reconstruct the key, then even if
any subset of fewer than K servers reveal their shares, no information about
the value of the original object is revealed. Although the encrypted form of the
object might be revealed by fewer than K shares of the data (if the writer used
a smaller M than K ), the data cannot be decrypted unless K shares of the key
are revealed.

The unfortunate truth is that no method based on key shares can completely
satisfy our goal of preserving privacy in the face of more than F faults (even if
no more than F faults are concurrent). If an attacker can control each server for
a short period of time, it can learn the value of the key share on each server. An
attacker does not need to control all K servers concurrently in order to learn
K key shares, and once it has has K of these shares it can reconstruct the
key.

The privacy property is further weakened if we permit servers to create
their own shares as part of the repair process. In order to create the new data
share and key share, the server must first know both the encrypted form of
the data and the complete decryption key. Although there do exist secret com-
putation protocols that make it possible for a set of servers to collaborate in
order to directly compute key shares without revealing the key, these protocols
are impractical because the number of messages required is polynomial in the
number of servers (and the overhead is even higher for protocols capable of
tolerating Byzantine failures). To make matters worse, this method does not
ensure long-term privacy because each of the participants gains information
about the new key share. For example, after a single server participates in
the construction of K key shares of a single key, it will have acquired infor-
mation equal to a total of K key shares and, therefore, may reconstruct the
key.

We provide a method for ensuring the privacy of objects during repair by
permitting writers to create objects that are unrepairable except by the writer
(or by a group of clients specified when the object is created). No correct server
will reveal its key share of such an object to any other server. It is the responsi-
bility of the writer (or its delegates) to detect and repair broken shares of such
objects.
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6. THE COST OF DISP

In this section, we analyze the cost of DISP in terms of storage space, com-
putation, and the number of messages. For this analysis, we assume that the
DISP domain has S = 2M − 1 servers (of which as many as F = M − 1 may
be Byzantine), and we are using an (M , N )-IDA code with an integrity quorum
size of Q = M and key quorum size of K = M .

6.1 Storage Space and Transfer Sizes

From the properties of IDA, it follows that if the length of the data object is L,
the length of each IDA share of the object will be L/M and the aggregate size
of the IDA shares is SL/M ). For maximum Byzantine server fault tolerance,
S = 2M − 1 and, therefore, SL/M = (2M − 1)(L/M ) = L(2M − 1)/M <

2L.
Each share also includes a fixed-size header for the entire share and a fixed-

size per-block header for each block of each share. The largest components of
the per-block header are the check vector and the key share. Each check vector
contains S fingerprints because each check vector contains the fingerprint of
every share. Therefore, the total storage required by the check vectors is pro-
portional to the length of each share and S2, giving a total of (L/M )S2 (because
the number of blocks is proportional to L). For very large domains the size of the
key shares and check vectors can become a problem, but when S is reasonably
small (i.e., S ≤ 16) and the objects are reasonably large (i.e., more than a few
kilobytes) the IDA shares constitute most of the data stored on the servers and
transferred by the protocol.

As a special case, unencrypted objects stored with a (1, ∞)-IDA code may
use check vectors containing a single fingerprint (rather than a fingerprint for
each share) because each fingerprint will be identical. This makes it practical
to implement a system such as LOCKSS [Rosenthal and Reich 2000], where
there may be thousands of copies of each object and each share contains a copy
of the original data.

The expected quantity of data transferred is only marginally more than L
for reading, and 2L for writing. Even when there are failures, the quantity
of data transferred for reading is near L because of the block-oriented check-
vectors: when a bad block is discovered, the reader can immediately terminate
the transfer from the corresponding server and start a transfer (beginning at
the same block) from another. If the reader keeps track of which servers have
provided bad blocks, the worst case is that each of the F Byzantine servers
provides one bad block and then is ignored for the rest of the read operation.
In this case, the reader has to read F = M − 1 extra blocks. If β is the size of
each block, this gives a total of L + β(M − 1). If L is large and β and M are
reasonably small, this value is close to L. In the worst case, β is equal to the
share size, and L + β(M − 1) = L + (L/M )(M − 1) < 2L.

6.2 Computational Cost

We assume that the encryption, decryption, and fingerprinting procedures each
require O(X ) computation, where X is the length of the input.
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To reconstruct an object of length L represented in an (M , N )-IDA code re-
quires computation proportional to LM 2. To create S IDA shares for an object
of length L using an (M , N )-IDA code requires computation proportional to
LMS.

There is also an O(M 3) overhead required to compute the encoding and
decoding matrices, but the cost of computing these matrices can be amortized
over the encoding and/or decoding of several objects. When S = 2M − 1 and M
is limited to a fixed constant, both IDA encoding and reconstruction are O(L).
The effect of M on the actual time required to do the IDA operations is reflected
in our benchmarks in Section 8.

6.3 Message Count

In the expected case, the write protocol requires one message exchange to obtain
a WriteHandle in the first step, but in the worst case the writer might have to
send requests to as many as S servers before it gets a valid WriteHandle (or
fails). In either case, it must send S messages for each of the two subsequent
steps, for a total of 2S + 1 exchanges in the expected case, or 3S exchanges in
the worst.

Similarly, in the expected case, the read protocol requires one exchange in the
first step to find a DOID, although in the worst case it might need to exchange
messages with as many as S servers.

In the next step, if the object has check vectors and the client wishes to use
them for an integrity check, then, in the expected case, the reader will have
to gather Q check vectors (but possibly as many as S). This is followed by
an expected M messages to retrieve shares and, if necessary, K exchanges to
retrieve key shares (but possibly as many as S exchanges for each, in the case
of Byzantine failure).

In our implementation, we optimistically assume that errors are rare and,
therefore, combine these exchanges—instead of asking for the check vectors
first, and then only asking for more information from the servers whose check
vectors agree, we simply ask each server to send us all of its information. When
there are no errors, this means that the number of messages necessary to read
an existing object is 1 + C (where C is the maximum of Q , K , and M ), and, in
the case of Byzantine failure, there may be as many as 2S exchanges and the
messages may contain corrupt or redundant data.

An obvious optimization is to permit operations on several objects to be piggy-
backed in the same exchange—for example, combining the request to write a
share of an object with the request to commit a share of another. We do not
currently implement this optimization.

7. APPLICATIONS OF DISP

In this section, we outline several possible applications for DISP and describe
how DISP might be used for each.

—Widespread Data Availability with Integrity. DISP can be used as the in-
frastructure for a system such as the Eternity Service [Anderson 1996] or
LOCKSS [Rosenthal and Reich 2000], whose goal is to disperse information
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in such a manner that it remains available and correct, even in the face of co-
ordinated attacks. For this application, a (1, ∞)-IDA code with check vectors
and a modest integrity quorum size is appropriate. This ensures that there
are many complete copies of each object, so that objects can be read (with
degraded integrity guarantees) even if only one server is available, and that
the users’ confidence in the integrity of the data increases as the number of
reachable servers increases.

—Fault-Tolerant Storage Area Networks. DISP can be used as the basis of a
fault-tolerant SAN constructed out of commodity hardware. In this case, a
(2, N )-IDA code would permit access to the data if at least two servers are
functional. If the SAN is on a private network and all servers are trusted,
then encryption of shares and messages can be omitted. On systems that
do not provide hardware support for encryption, this increases the potential
throughput considerably.

—Media or Archival Servers. A variation of the fault-tolerant SAN is a pool of
media or archival servers. By distributing the shares among a large pool of
servers, we can provide load balancing and fault tolerance without consuming
excessive storage. For example, imagine that we have four movies stored on
four servers. If each server stores one movie, then the server with the most
popular movie may be overwhelmed while the others are idle. If the movies
are dispersed via a (4, N )-IDA code, however, the load on each server will be
equal no matter which movie is the most popular. If the load on the system
increases beyond the capacity of 4 servers, additional servers can be added
and the load will be balanced equally among them if the clients randomly
choose the set of 4 servers from which they gather shares.

8. PERFORMANCE RESULTS

Our current implementation of DISP is written entirely in C and uses a home-
grown RPC toolkit. We use the OpenSSL implementation [The OpenSSL Project
1999] of SSLv3 (using RSA keys and RC4) for secure, authenticated commu-
nication in our RPC layer. We use SHA-1 [NIST 1995] to compute our check
vectors and Blowfish [Schneier 1994] for share encryption.

DISP has no implicit restriction on the number of servers, the number of
shares necessary to reconstruct, or on which IDA codes may be used. In our
prototype, however, we chose to limit the number of servers per domain to
16, and we have only implemented three IDA encodings: (1, ∞), (2, 256), and
(4, 256). The (1, ∞) code simply creates copies of the data. We use a fixed block
size of 16K for share storage and check vector calculation. With a block size of
16K, the per-block overhead of the check vectors and key shares is less than 5%.

8.1 The Testbed

Our test client has a Pentium III Xeon CPU, running at 1.8GHz, and an Al-
teon AceNIC gigabit copper Ethernet NIC. The test servers are an assortment
of Pentium III machines with CPUs running at speeds ranging from 1.0GHz
to 1.8GHz. All of the servers have an Intel PRO/1000 copper gigabit Ether-
net NIC. The computational demand on the servers is relatively modest. The
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Table I. The Effect of Protocol Options on Read Performance for Three Different IDA Codes

Protocol Options IDA Code
Secure Check Share (1, ∞) (2, 256) (4, 256)
Communications Vectors Encryption MB/s MB/s MB/s

No No No 47.6 52.8 36.3
No Yes No 30.4 25.7 21.1
No No Yes 15.4 14.0 12.5
No Yes Yes 11.8 10.9 10.0

Yes No No 17.0 16.0 13.8
Yes Yes No 13.3 12.1 10.8
Yes No Yes 9.4 8.7 8.0
Yes Yes Yes 7.9 7.4 6.9

The (1, ∞) is equivalent to mirroring; each share is an exact copy of the original data. For the (2, 256) code,
any two shares suffice to reconstruct the data, and for the (4, 256) code, four shares are sufficient. Throughput
is given as the average speed in MBs for ten 100MB transfers. (The standard deviation for each average is
less than 0.2MBs.) the time recorded for each transfer includes the time needed to establish the connection
between the client and the number of servers necessary for each protocol. The integrity quorum size is Q = M
for the check vectors, and the key quorum size is K = M for share encryption.

bottlenecks for the servers are how fast they can read and write to their disks
and communicate via SSL.

All the clients and servers run FreeBSD 4.8p13. We use gcc version 3.3.2,
which generates significantly faster code for the IDA operations than the default
gcc (2.95.4) bundled with FreeBSD 4.8.

8.2 Benchmark Results

Table I shows the throughput of the read protocol for several combinations of
the protocol options. Performance is given as the average speed in MB/sec for
ten 100MB reads. The time measured includes the time necessary to establish
the connection and perform mutual authentication between the client and the
servers. It does not include the time necessary to read the data from disk; we
warm the cache with the contents of the shares before starting each benchmark.
If we did not warm the cache, experience has shown that throughput for the
network-limited test conditions would be limited to the speed of the slowest
disk among our servers.

The fact that the (2, 256) code runs more quickly than the (1, ∞) code in
the first row of the table is not a sampling anomaly, but is an artifact of the
testbed systems. In these two tests, almost exactly the same amount of data is
transferred, but due to the limitations of our hardware and details of TCP
flow control, it is possible for the client to read data from two hosts more
quickly than from a single host. This quirk is visible only because the net-
work is the bottleneck for this particular test condition. Our implementation
uses several threads to pipeline the process of gathering share blocks and per-
forming reconstruction—while one set of share blocks is being read from the
network, another set is being reconstructed. For these two cases, share recon-
struction is faster than network transfers on our testbed hardware. In all other
cases, throughput decreases as computation increases.

Although the CPU in our testbed client is not particularly fast by contempo-
rary standards, it is network-limited on a gigabit network for some tests. Even
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our slowest benchmark, at 6.9MBs, achieves approximately 60% of the effective
bandwidth of a 100MBs link.

Performance drops when check vectors are enabled, but drops even more pre-
cipitously when share encryption and point-to-point secure communications are
enabled. The high cost of encryption and SSL communication has been noted
by other researchers [Apostolopoulos et al. 1999]. We see no solution except the
availability of faster ciphers and fingerprinting functions, or better implemen-
tations, perhaps in hardware, of the corresponding algorithms. The important
point is that the IDA share reconstruction is fast enough on contemporary
processors that the overhead of using IDA is overshadowed by the apparently
unavoidable overhead of secure communication.

Another aspect of our implementation is that the client and server are both
implemented as processes that run in user space. Recent studies have shown
that there can be a significant performance penalty for such implementations
because the data must be copied between kernel space and user space [Magoutis
et al. 2002], and we believe that an in-kernel implementation of the protocol
could improve performance further. More importantly, it would reduce the load
on the client and server CPUs by eliminating unnecessary copying.

The time needed for the IDA computations and the time required by the data
transfer for the write protocol is proportional to the time required by the read
protocol. if the writer prepares and writes N shares, then the time required
by these steps is roughly αN/M , where M is the number of shares needed
to reconstruct and α is the time required by the read protocol. The total time
required by the protocol, however, is influenced by the amount of time that the
server requires to write the shares to disk.

9. RELATED WORK

Many of the underlying ideas presented in this article are not new; there has
been a great deal of work on efficient and fault-tolerant data storage. Alon et al.
[2000] and Garay et al. [2000] describe systems that share many of the char-
acteristics of DISP. These systems use protocols and encoding schemes that
are significantly more complex than DISP. Both schemes have desirable prop-
erties, but it remains to be seen whether these protocols can be implemented
in a practical manner. The protocol used by the PASIS system [Goodson et al.
2004a] closely resembles DISP in its philosophy of avoiding server-to-server
communication and defining a general protocol that may be parameterized to
fit different needs. Goodson et al. [2004b] also explores the relationship between
different features and correctness assumptions in terms of the resulting fault
tolerance of systems of this type.

The DISP design philosophy of allowing the users of a system to make explicit
tradeoffs between availability, integrity, consistency, performance, complexity,
fault tolerance, and other system characteristics is reflected in other recent
work. In terms of the strong CAP principle (strong consistency, high availabil-
ity, partition-resilience: pick at most 2) [Fox and Brewer 1999], DISP sacrifices
strong consistency in order to achieve high availability and tolerate network
partitioning. Objects stored in a DISP system are accessible if a sufficient num-
ber of DISP servers holding the data related to the object are reachable and
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correct (and this number is a parameter chosen by the writer). New objects
may be added to the system if any subset of the servers containing at least this
number of correct servers is reachable. Similarly, DISP satisfies the BASE se-
mantics (basically available, soft state, eventually consistent) [Fox et al. 1997].
Erasure-coding of the data and tolerance of Byzantine server failures allow
DISP clients to read and write objects, even in the face of partial failures. Per-
mission to write to servers is granted in a soft-state manner; if a client fails
to complete the write protocol for any reason, it may simply initiate another
write. Once a write has completed successfully, all clients will be able to read a
consistent view of the new version of the object.

Other erasure codes have been developed specifically for purposes similar
to DISP. Tornado codes [Byers et al. 1999] are particularly attractive because
of their lower computational requirements; they trade optimal data size for
lower computation costs. Tornado codes have already been used as the basis for
bulk data broadcast [Byers et al. 1998]. Recent generalizations of parity-based
schemes, such as row-diagonal parity [Corbett et al. 2004], achieve both optimal
share size and very efficient implementations, but, unlike IDA, are awkward
to extend to provide arbitrary levels of fault tolerance.

DISP addresses many of the same issues as contemporary peer-to-peer (P2P)
systems such as OceanStore [Kubiatowicz et al. 2000] and CFS [Dabek et al.
2001], but strives for different goals and is based on different assumptions.
DISP is neither P2P nor highly dynamic in nature, nor does it assume that it
can draw upon the resources of large numbers of peers. OceanStore, CFS, and
other DHT-based schemes generally assume that the number of servers is large,
and, therefore, assign responsibility for each object to a subset of the servers.
This subset may be dynamic and must be discovered by clients at run-time via
a routing protocol. In contrast, we expect that DISP services will be organized
as sets of relatively small, static domains.

Unlike fault-tolerant systems based on replicated state machines [Castro and
Liskov 1999], no DISP server acts as a primary replica, nor does DISP ensure
that all correct servers are in the same state at any time. DISP sacrifices the
guarantee of complete view consistency provided by a primary replica in order
to eliminate the need for complicated view change protocols and the message
overhead required by Byzantine agreement among the servers.

Weatherspoon and Kubiatowicz [2002] provide a comparison of erasure-
replication versus copy-replication in terms of cost and failure modes and iden-
tify strengths and weaknesses in both kinds of replication. Recent work explores
the idea that even within a single file system different classes of data can and
should be protected with different levels of redundancy [Sivanthanu et al. 2004].
Both of these arguments support our position that DISP should provide seam-
less support for flexible coding schemes that offer tradeoffs between efficiency,
performance, and fault tolerance.

10. CONCLUSION

DISP is a practical, flexible and easy-to-implement protocol with good perfor-
mance and fault tolerance characteristics. It is simple (and, therefore, easy to
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analyze, implement, and optimize) yet provides strong guarantees about data
availability and integrity. DISP’s flexibility follows from the fact that the clients
choose the IDA codes used to represent the data, the check vectors, and the en-
cryption method used for each object. This permits the writers to make tradeoffs
between the total storage necessary to represent an object, its degree of fault
tolerance, the speed with which the object can be reconstructed, and the number
of server failures the object can survive.
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