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The Hash Table ADT
We return, once again, to the problem of storing and 
retrieving data using some key.  As before, the ADT 
operations we are primarily interested in are:

• INSERT (key, value)

• value = FIND (key)

• DELETE (key)

For this ADT:

• the type of the value is unrestricted

• the type of the key must support the following 
operations, however:

• A test for equivalence

• A hash function that maps keys to a fixed 
range of integers (more about this later)

The Hash Table ADT does not support some of the 
functionality that we have become accustomed to with 
search trees (the best data structure we have seen so 
far for these operations).

• no efficient way to find all the keys less than or 
greater than a particular key ("less than" and 
"greater than" don’t even need to be defined 
operations for the key type)

• no convenient traversals (i.e. inorder)
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What is a Hash Table?
A hash table is similar to an array.  However, instead of 
putting keys in arbitrary positions (or sorting them, etc.), 
we carefully arrange the keys so that we don’t usually 
have to search much of the entire table to do any of the 
operations - we have a method for discovering 
approximately where the key should be in the table.

• This mechanism is called the hash function

HASH (k) = {0, ..., m-1}

where m is the size of the table (not the 
number of keys in the table)

There are several different strategies for how to use the 
HASH function to arrange the keys in the table; we will 
discuss the ideas behind the most common strategies.

• If the HASH function works well, it tells us exactly where 
the key is.  If not, then in the worst case we may still 
have to search the whole table.

• How well a HASH function works (i.e. how well it predicts 
precisely where some key is) depends largely upon the 
set of keys - but unfortunately the set of keys are usually 
not known ahead of time.

• Generally - for any HASH function, there are many bad 
sets of keys that make all hash table operations O(n).  
(For example, if the hash of all the keys is the same.)  
We can make sure that such sets of keys are unlikely.
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Properties of Good Hash Functions
• Is fully determined by the key (for any particular table).  

If the hash function depends on something other than 
the key, it might be difficult to reconstruct later - and if 
you can’t reconstruct it, your data could be lost!

• Uses the whole key.  Be careful - sometimes you might 
throw away part of the key without realizing it!  Figure 
5.5 in Weiss is an example of this...

while (*key != ’\0’)
val = (val << 5) + *key++;

How many chars of the key does this really use?

An example of a much better hash function for 
strings (from "The C Programming Language" by 
Kernighan and Ritchie):

unsigned hash (char *s)
{
    unsigned hashval;

    for (hashval=0; *s != ’\0’; s++)
hashval = *s + 31 * hashval;

    return (hashval % HASHSIZE);
}

• The default Java string hashing function is 
another example of a particularly poor hash 
function - for long strings, it only looks at a 
fraction of the string!
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Properties of Good Hash Functions (ctd)
• "Evenly" distributes the keys.

The probability that a randomly chosen key will 
hash to a particular value x should be roughly the 
same for all possible x.

• Can separate "similar" keys

Small differences in keys should have the 
potential to result in wildly different hash values - 
for example, hashing "abcd" and "abce" or "abcc" 
might give very different results.

This is very important in many situations: for 
example, a hash table of dates and times.

1998/07/27 Mon 0745 - Woke up

1998/07/27 Mon 0746 - Fell asleep again

1998/07/27 Mon 0753 - Woke up

1998/07/27 Mon 0755 - Got out of bed

All these "dates" differ by only a few characters.

Another example: temporary file names:

/tmp/foo/tmp-00001

/tmp/foo/tmp-00002 ...
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Collisions
• The hash function is not usually going to produce a 

perfect 1-to-1 mapping between the key and the hash 
value.

• When two different keys hash to the same value, this is 
called a collision .  How collisions are handled 
determines how the keys are arranged in the hash table, 
and can have a profound effect on how the hash table 
performs.

We will look at different techniques for handling 
collisions.

• Separate Chaining

• Open Addressing

• Linear probing

• Quadratic probing

• Double-hashing

An important definition:  the load factor (λ) of a hash 
table is the ratio of the number of keys in the table (N) to 
the size of the table itself (M). 

(number of keys in table)

 (table size)

N

 M
=
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Separate Chaining
Our first implementation of the hash table ADT uses a 
technique called separate chaining to resolve collisions.  
In this technique, the table consists of an array of linked 
lists (or similar data structures).  Each linked list 
contains the keys and values for any keys that hash to 
that index in the array. 

CREATE - create T, an array of empty linked lists

INSERT (k,v)

• i = HASH (k)

• INSERT (k,v) into list T[i] (if k does not already 
appear in the list; otherwise, replace it).  Since 
the list is unordered, we are free to choose an 
insertion location that allows insertion in O(1).

FIND (k)

• i = HASH (k)

• FIND (k) in list T[i].

DELETE (k)

• i = HASH (k)

• DELETE (k) from list T[i].

We know how to do all of these operations using linked 
lists!
Page 7



CSCI S-Q 1998 - Lecture #11 - Hashing and Hash Tables
An Example of Separate Chaining

• Recall that in this scheme, each key (and value) is 
stored in the table index given by its hash value.

• Each position in this kind of hash table is called a bucket 
or hash bucket, since it may hold several keys.

• Since there may be several keys that hash to the same 
bucket, we store all the keys that are inserted in the 
same bucket in a linked list.

0       1       2       3        4       5         6         7       8

B ob

M ary

Sue Joe

Beth

1) Insert (Bob)  -  hash (Bob) = 2
2) Insert (Mary)  -  hash (Mary) = 2 (collision)
3) Insert (Sue)  -  hash (Sue) = 4
4) Insert (Joe)  -  hash (Joe) = 5
5) Insert (Beth)  -  hash (Beth) = 5 (collision)
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A Note about Ordered Hashing
If our keys have a test for greater than and less than (in 
addition to the test for equality), we can make some 
operations slightly more efficient.

• If we keep the lists in order, we can halt an unsuccessful 
FIND as soon as we reach a key that is greater than the 
key we are searching for.

The expected time for a successful FIND is not  affected 
by the ordering.  The same is true for DELETE and 
INSERT  (assuming that we do not allow duplicate keys in 
the table, so we must always do a FIND before each 
INSERT).

• If we use a binary search tree instead of a linked list to 
implement each bucket, and we keep the tree balanced, 
then we can increase the efficiently of the operations 
even more.

However...
These are generally the wrong way to get more 
performance out of a hash table.

The right way is to ensure that the number of keys in 
each bucket is very small, so that only a handful of keys 
needs to be examined for each operation.  As long as 
this is true, there is usually no benefit to organizing the 
buckets in a complicated manner.  Keep things simple!
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Load Factor in Separate Chaining
• If M > N, then, on average, there is less than one key 

per bucket.  

If the hash function is working well, then the 
expected maximum number of keys in a bucket is 
also small.

• If M < N, then the operations start to be O(N/M).

• If your implementation of the Hash Table ADT uses 
separate chaining, and you have an idea of 
approximately how many keys the table will hold, it is 
generally reasonable to choose your table size so that λ 
is approximately 1.

• Note that N can be greater than M.  (In fact, N can be as 
large as you like, although it will start to seriously 
degrade performance if the linked lists become long.)  
This is not the case with our next family of techniques.
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Open Addressing
• All keys are kept in the table, and each position in the 

table holds at most one key - there are no linked lists, as 
there were with separate chaining.

• The hash function tells us where to begin looking in the 
table - but the key, if present in the table, might actually 
be elsewhere.

• If two keys in the table hash to the same location, we 
have a collision.  One of the keys must be stored 
elsewhere.  But where?

• We probe the table, looking for an available spot.

• How should we probe?  There are several basic 
probing strategies:

• Linear probing

• Quadratic probing

• Double-hashing
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Linear Probing
• INSERT (k,v)

• i = HASH (k)

• If T[i] is EMPTY, put the key in T[i].  If T[i] is 
occupied, move through the table sequentially 
(typically advancing one position at a time) until 
an empty slot is found.

If the number of keys is already equal to the size of the 
table, this insertion will fail - but we’ll have to search the 
entire table before we discover this.

0       1       2       3        4       5         6         7       8

1) Insert (Bob)  -  hash (Bob) =  2
2) Insert (M ary)  -  hash (M ary) = 2 (co llis ion)
3) Insert (Sue)  -  hash (Sue) =  4
4) Insert (Joe)  -  hash (Joe) =  5
5) Insert (Beth)  -  hash (Beth) = 5 (collis ion)

"Bob"   "Mary"   "Sue"   "Joe"   "Beth"
Page 12



CSCI S-Q 1998 - Lecture #11 - Hashing and Hash Tables
Linear Probing (continued)
• FIND (k)

• Search through the table sequentially until:

• Find the key  - success.

• Find an EMPTY table element - failure.

• Have been all the way around the table, 
(wrapping at end of the table) - failure.

• DELETE (k)

• It’s more complicated than simply removing a key 
from the table - we must leave behind a marker in 
case there has been a collision.  If we leave an 
EMPTY, then FIND can fail.

Example:

hash(X) = 1, hash (Y) = 1

Insert X, then Y

X Y

(Y would go into position 1, but it can’t 
because this spot is full)
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• The solution is to leave behind a DELETED marker that 
indicates that there was a key here, and it might have 
caused a collision.

• INSERT can put a new key into a "deleted" position 
(undeleting it) but the search has to be smart about this. 

• When the table becomes full of DELETED entries, search 
time can become long, because we need to skip over 
them.  In fact, the search time can easily exceed the 
time needed to search all the undeleted keys!

• One solution is to scrub the table: create a new hash 
table, and INSERT all the keys from the original into it.

Now if we delete X, by just erasing 
it from position 1:

Y

Now we can’t find Y, because hashing 

Y takes us to position 1, which is empty -

nothing to tell us that Y was bumped.

Del Y
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Primary Clustering
• Linear probing is very easy to implement, and has 

satisfactory behavior when the table is not too full.

• Unfortunately, it suffers from a phenomenon called 
primary clustering .

• Once a block of several contiguous occupied 
positions emerges in the hash table, it becomes a 
"target" for subsequent collisions.

• A collision at any of the positions in the cluster 
makes the cluster grow longer (since the new 
element gets placed at the end of the cluster), 
and the longer the cluster becomes, the bigger a 
target it is.

• As clusters grow, they also merge to form larger 
clusters.

• Large clusters tend to increase the expected 
search time.

• The time required for an unsuccessful search 
increases even more dramatically: we may need 
to search an entire cluster before the search can 
fail.
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Quadratic Probing
• Linear probing is simple to implement, but it has the 

problem of primary clustering.

• Quadratic probing is a heuristic to avoid clustering - 
instead of inching down the table index by index, try 
larger and larger leaps

• Quadratic: 1, 4, 9, 16, ...

• Fibonacci: 1, 2, 3, 5, 8, ...

• Note that if your table size and your probing leaps have 
a certain relationship, your probes could fail to find 
unoccupied spots during an insertion - so keep an eye 
out for this...

• Weiss proves that "If quadratic probing is used, and the 
table size is prime, then a new element can always be 
inserted if the table is at least half empty."

• What if the table (of size M, a prime) is not half 
empty?  How does FIND know when to stop 
looking? 

• Eventually, you will come back to the place 
you started.  (The math required to prove 
this is beyond the scope of this course, but 
intuitively, in the worst case, you’ll need to 
do M quadratic probes.)
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Double Hashing
• Choose where to probe next based on another "hash" of 

the key, then increment by that amount.

• Slightly different than an ordinary hash - must not 
return zero!  (If it returned 0, then we wouldn’t be 
trying a new spot.)

• Ideally, the two hashing functions should be 
unrelated, so if one is bad and causes a lot of 
collisions, the other might still be good and bail us 
out.

• Once again, interaction between table size and 
secondary hashing function can cause trouble - i.e. table 
size of 100, secondary hash returns 50.

• Use a prime table size and constrain secondary 
hash to 

1 <= hash(k) <= M-1

to prevent this!
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Rehashing
• If the table gets too full (the number of actual keys is 

higher than a certain fraction), increase the size (and 
pick new hash function).

• How do we define "too full"?

• For open addressing, rehash when the load 
factor, λ >= 0.5.

• For separate chaining, consider rehashing when 
the load factor grows beyond λ >= 1.

• What size should we choose for the new table?

• A prime that is at least twice the size as our 
current table.  (Remember the amortized analysis 
for when to grow/shrink an array.)

• As an aside, if there are too many collisions, perhaps it 
is a good idea to choose a different hash function 
anyway.  (We will see an application of this idea next 
week.)
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	The Hash Table ADT
	We return, once again, to the problem of storing and retrieving data using some key. As before, t...
	• Insert (key, value)
	• value = Find (key)
	• Delete (key)
	For this ADT:
	• the type of the value is unrestricted
	• the type of the key must support the following operations, however:
	• A test for equivalence
	• A hash function that maps keys to a fixed range of integers (more about this later)


	The Hash Table ADT does not support some of the functionality that we have become accustomed to w...
	• no efficient way to find all the keys less than or greater than a particular key ("less than" a...
	• no convenient traversals (i.e. inorder)


	What is a Hash Table?
	A hash table is similar to an array. However, instead of putting keys in arbitrary positions (or ...
	• This mechanism is called the hash function
	Hash (k) = {0, ..., m-1}
	where m is the size of the table (not the number of keys in the table)
	There are several different strategies for how to use the Hash function to arrange the keys in th...
	• If the Hash function works well, it tells us exactly where the key is. If not, then in the wors...
	• How well a Hash function works (i.e. how well it predicts precisely where some key is) depends ...
	• Generally - for any Hash function, there are many bad sets of keys that make all hash table ope...


	Properties of Good Hash Functions
	• Is fully determined by the key (for any particular table).
	If the hash function depends on something other than the key, it might be difficult to reconstruc...
	• Uses the whole key. Be careful - sometimes you might throw away part of the key without realizi...
	while (*key != ’\0’)
	val = (val << 5) + *key++;
	How many chars of the key does this really use?
	An example of a much better hash function for strings (from "The C Programming Language" by Kerni...
	unsigned hash (char *s)
	{
	unsigned hashval;
	for (hashval=0; *s != ’\0’; s++)
	hashval = *s + 31 * hashval;
	return (hashval % HASHSIZE);
	}
	• The default Java string hashing function is another example of a particularly poor hash functio...



	Properties of Good Hash Functions (ctd)
	• "Evenly" distributes the keys.
	The probability that a randomly chosen key will hash to a particular value x should be roughly th...
	• Can separate "similar" keys

	Small differences in keys should have the potential to result in wildly different hash values - f...
	This is very important in many situations: for example, a hash table of dates and times.
	1998/07/27 Mon 0745 - Woke up
	1998/07/27 Mon 0746 - Fell asleep again
	1998/07/27 Mon 0753 - Woke up
	1998/07/27 Mon 0755 - Got out of bed
	All these "dates" differ by only a few characters.
	Another example: temporary file names:
	/tmp/foo/tmp-00001
	/tmp/foo/tmp-00002 ...

	Collisions
	• The hash function is not usually going to produce a perfect 1-to-1 mapping between the key and ...
	• When two different keys hash to the same value, this is called a collision. How collisions are ...
	We will look at different techniques for handling collisions.
	• Separate Chaining
	• Open Addressing
	• Linear probing
	• Quadratic probing
	• Double-hashing


	An important definition: the load factor (l) of a hash table is the ratio of the number of keys i...

	Separate Chaining
	Our first implementation of the hash table ADT uses a technique called separate chaining to resol...
	Create - create T, an array of empty linked lists
	Insert (k,v)
	• i = Hash (k)
	• Insert (k,v) into list T[i] (if k does not already appear in the list; otherwise, replace it). ...

	Find (k)
	• i = Hash (k)
	• Find (k) in list T[i].

	Delete (k)
	• i = Hash (k)
	• Delete (k) from list T[i].

	We know how to do all of these operations using linked lists!

	An Example of Separate Chaining
	• Recall that in this scheme, each key (and value) is stored in the table index given by its hash...
	• Each position in this kind of hash table is called a bucket or hash bucket, since it may hold s...
	• Since there may be several keys that hash to the same bucket, we store all the keys that are in...

	A Note about Ordered Hashing
	If our keys have a test for greater than and less than (in addition to the test for equality), we...
	• If we keep the lists in order, we can halt an unsuccessful Find as soon as we reach a key that ...
	The expected time for a successful Find is not affected by the ordering. The same is true for Del...
	• If we use a binary search tree instead of a linked list to implement each bucket, and we keep t...

	However...
	These are generally the wrong way to get more performance out of a hash table.
	The right way is to ensure that the number of keys in each bucket is very small, so that only a h...

	Load Factor in Separate Chaining
	• If M > N, then, on average, there is less than one key per bucket.
	If the hash function is working well, then the expected maximum number of keys in a bucket is als...
	• If M < N, then the operations start to be O(N/M).
	• If your implementation of the Hash Table ADT uses separate chaining, and you have an idea of ap...
	• Note that N can be greater than M. (In fact, N can be as large as you like, although it will st...


	Open Addressing
	• All keys are kept in the table, and each position in the table holds at most one key - there ar...
	• The hash function tells us where to begin looking in the table - but the key, if present in the...
	• If two keys in the table hash to the same location, we have a collision. One of the keys must b...
	• We probe the table, looking for an available spot.
	• How should we probe? There are several basic probing strategies:
	• Linear probing
	• Quadratic probing
	• Double-hashing



	Linear Probing
	• Insert (k,v)
	• i = Hash (k)
	• If T[i] is Empty, put the key in T[i]. If T[i] is occupied, move through the table sequentially...

	If the number of keys is already equal to the size of the table, this insertion will fail - but w...

	Linear Probing (continued)
	• Find (k)
	• Search through the table sequentially until:
	• Find the key - success.
	• Find an Empty table element - failure.
	• Have been all the way around the table, (wrapping at end of the table) - failure.


	• Delete (k)
	• It’s more complicated than simply removing a key from the table - we must leave behind a marker...

	Example:
	• The solution is to leave behind a Deleted marker that indicates that there was a key here, and ...
	• Insert can put a new key into a "deleted" position (undeleting it) but the search has to be sma...
	• When the table becomes full of Deleted entries, search time can become long, because we need to...
	• One solution is to scrub the table: create a new hash table, and Insert all the keys from the o...


	Primary Clustering
	• Linear probing is very easy to implement, and has satisfactory behavior when the table is not t...
	• Unfortunately, it suffers from a phenomenon called primary clustering.
	• Once a block of several contiguous occupied positions emerges in the hash table, it becomes a "...
	• A collision at any of the positions in the cluster makes the cluster grow longer (since the new...
	• As clusters grow, they also merge to form larger clusters.
	• Large clusters tend to increase the expected search time.
	• The time required for an unsuccessful search increases even more dramatically: we may need to s...


	Quadratic Probing
	• Linear probing is simple to implement, but it has the problem of primary clustering.
	• Quadratic probing is a heuristic to avoid clustering - instead of inching down the table index ...
	• Quadratic: 1, 4, 9, 16, ...
	• Fibonacci: 1, 2, 3, 5, 8, ...

	• Note that if your table size and your probing leaps have a certain relationship, your probes co...
	• Weiss proves that "If quadratic probing is used, and the table size is prime, then a new elemen...
	• What if the table (of size M, a prime) is not half empty? How does Find know when to stop looking?
	• Eventually, you will come back to the place you started. (The math required to prove this is be...



	Double Hashing
	• Choose where to probe next based on another "hash" of the key, then increment by that amount.
	• Slightly different than an ordinary hash - must not return zero! (If it returned 0, then we wou...
	• Ideally, the two hashing functions should be unrelated, so if one is bad and causes a lot of co...

	• Once again, interaction between table size and secondary hashing function can cause trouble - i...
	• Use a prime table size and constrain secondary hash to
	1 <= hash(k) <= M-1


	to prevent this!

	Rehashing
	• If the table gets too full (the number of actual keys is higher than a certain fraction), incre...
	• How do we define "too full"?
	• For open addressing, rehash when the load factor, l >= 0.5.
	• For separate chaining, consider rehashing when the load factor grows beyond l >= 1.

	• What size should we choose for the new table?
	• A prime that is at least twice the size as our current table. (Remember the amortized analysis ...

	• As an aside, if there are too many collisions, perhaps it is a good idea to choose a different ...


